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Project summary
Current Semantic Web reasoning systems do not scale to the requirements of their hottest
applications, such as analyzing data from millions of mobile devices, dealing with terabytes of
scientific data, and content management in enterprises with thousands of knowledge workers.
We will build the Large Knowledge Collider (LarKC, for short, pronounced “lark”), a platform
for massive distributed incomplete reasoning that will remove these scalability barriers. This
will be achieved by:
•
•
•

Enriching the current logic-based Semantic Web reasoning methods with methods
from information retrieval, machine learning, information theory, databases, and
probabilistic reasoning,
Employing cognitively inspired approaches and techniques such as spreading activation,
focus of attention, reinforcement, habituation, relevance reasoning, and bounded
rationality.
Building a distributed reasoning platform and realizing it both on a high-performance
computing cluster and via “computing at home”.

The consortium is an interdisciplinary team of engineers and researchers in Computing Science,
Web Science and Cognitive Science, well qualified to realize this ambitious vision. The Large
Knowledge Collider will be an open architecture. Researchers and practitioners from outside the
consortium will be encouraged to develop and plug in their own components to drive parts of the
system. This will make the Large Knowledge Collider a generic platform, and not just a single
reasoning engine.
The success of the Large Knowledge Collider will be demonstrated in three end-user case
studies. The first case study is from the telecom sector. It aims at real-time aggregation and
analysis of location data obtained from mobile phones carried by the population of a city, in order
to regulate city infrastructure functions such as public transport and to provide context-sensitive
navigation information. The other two case studies are in the life-sciences domain, related
respectively to drug discovery and carcinogenesis research. The datasets for these studies are
available to the consortium. Both will demonstrate that the capabilities of the Large Knowledge
Collider go well beyond what is possible with current Semantic Web infrastructure.
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B.1. Concept and objectives, progress beyond state-of-the-art,
S/T methodology and work plan
B.1.1.

Concept and project objective(s)

What:
Why:
For Whom:
By Whom:

A pluggable distributed infrastructure for Web-reasoning and search
To provide an infrastructure that scales up to realistic semantic
computing applications
For European industry, to enable real-scale semantic computing
applications
A multi-disciplinary team of scientists, two innovative IT SMEs, and
two strong European industries (ICT and Pharmaceutical), enriched by
expertise from the US, Korea and China.

Overall Vision
The driving vision behind LarKC is to go beyond the limited storage, querying and inference
technology currently available for semantic computing. The fundamental assumption taken is that
such an infrastructure must go beyond the current paradigms which are strictly based on logic. By
fusing reasoning (in the sense of logic) with search (in the sense of information retrieval), and
taking seriously the notion of limited rationality (in the sense of Herbert Simon) we will obtain the
paradigm shift that is required for reasoning at Web scale.
The overall vision of LarKC is:

To build an integrated platform for semantic computing on a scale well beyond
what is currently possible. The platform will fulfill needs in sectors that are
dependent on massive heterogeneous information sources such as
telecommunication services, bio-medical research, and drug-discovery.
The platform will have a pluggable architecture in which it is possible to
exploit techniques and heuristics from diverse areas such as databases, machine
learning, cognitive science, Semantic Web, and others.
The platform will be implemented on a computing cluster and via “computing
at home”, and will be available to researchers and practitioners from outside
the consortium to run their own experiments and applications, using suitable
plug-in components.

What
We will develop the Large Knowledge Collider. The Large Knowledge Collider is a pluggable
algorithmic framework and will be implemented on a distributed computational platform. It will
scale to web-reasoning by trading quality for computational cost and by embracing incompleteness
and unsoundness.
Pluggable: Instead of being built only on logic, the Large Knowledge Collider will exploit a large
variety of methods from other fields: cognitive science (human heuristics), economics (limited
rationality and cost/benefit trade-offs), information retrieval (recall/precision trade-offs), and
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databases (very large datasets). A pluggable architecture will ensure that computational methods
from these different fields can be coherently integrated.
Distributed: the Large Knowledge Collider will be implemented on parallel hardware using cluster
computing techniques, and will be engineered to be ultimately scaleable to very large distributed
computational resources, using techniques like those known from SETI@home.
Why
Mike Lynch, CEO and Founder of Autonomy, recently stated that “meaning-based computing is
the way of the future as 80 per cent of information within enterprises is unstructured and that
understanding this 'hidden' intelligence is at the heart of improving the way we interact with
information”. Some of the most advanced use cases for such semantic computing today require
reasoning about 10 billion RDF triples in less than 100 ms. These numbers originate from the
telecom sector aiming to generate revenue streams through new context-sensitive and personalized
mobile services, but this is just one example of a general demand. The Web has made tremendous
amounts of information available that could be processed based on formal semantics attached to it.
The Semantic Web has developed a number of languages that use logic for this purpose. However,
logic does not scale to the amount of information and the setting that is required for the Web. A
reasoning infrastructure must be designed and built that can scale and that can be flexibly adapted
to the varying requirements of quality and scale of different use-cases. If such an infrastructure is
not built, “meaning-based computing” will never happen on the Web and will remain confined to
well-controlled data-sets inside company intranes.
How
The Large Knowledge Collider will consist of a number of plugable components: retrieval,
abstraction, selection, reasoning and deciding. These components are combined in a simple
algorithmic schema:
repeat

Obtain a selection of data;
transform to an appropriate representation;
draw a sample;
reason on the sample;
if more time is available
and/or the result is not good enough
then increase the sample size
else exit

(RETRIEVAL)
(ABSTRACTION)
(SELECTION)
(REASONING)
(DECIDING)
(DECIDING)
(RETRIEVAL)

end

Researchers can design and experiment with multiple realizations for each of these components.
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Figure 1. LarKC Inference Strategy and Architecture

In LarKC, massive, distributed and necessarily incomplete reasoning is performed over web-scale
knowledge sources. Massive inference is achieved by distributing problems across heterogeneous
computing resources and coordinated by the LarKC platform, shown at right in Figure 1. Some of
the distributed computational resources will run highly coupled, high performance inference on
local parallel hardware before communicating results back to the distributed computation. With
Web-scale inference, complete information is an empty hope and the distributed computation
shown at left includes some failed computations that do not thwart the entire problem solving task.
The right side of Figure 1 illustrates the architecture that achieves this. LarKC allocates resources
strategically and tactically to: 1) Retrieve raw content and assertions that may contribute to a
solution, 2) Abstract that information into the forms needed by its heterogeneous reasoning
methods, 3) Select the most promising approaches to try first, 4) Reason, using multiple deductive,
inductive, abductive, and probabilistic means to move closer to a solution given the selected
methods and data, and 5) Decide whether sufficiently many, sufficiently accurate and precise
solutions have been found, and, if not, whether it’s worth trying harder. This basic problem
framework is supplied as a plug-in architecture, allowing intra-consortium and extra-consortium
researchers and users to experiment with improvements to automated reasoning.
This architecture will enable the productive yet frictionless interaction between these disciplines:
Plugin Component Based on results in...
RETRIEVAL
Information Retrieval, Cognition, …
ABSTRACTION
Machine Learning, Ontology,…
SELECTION
Statistics, Machine Learning, Cognition, …
REASONING
Logic, Probabilistic inference, …
DECIDING
Economics, Computing, Decision theory…
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Why us
The consortium has the required expertise in the necessary technological and scientific areas:
Semantic Web, ontologies, inference (both logic-based and probabilistic), distributed computing,
information retrieval, cognition, machine learning, and databases. All scientific partners have
outstanding scientific reputation, and some of them are leaders in their respective fields. The
consortium has the required engineering power provided by Ontotext and HLRS. The
consortium has the required exploitation expertise with both innovative SMEs and large
corporations (ICT and pharmaceutical). The consortium has a world-wide span (EU, US, Korea,
and, China), ensuring maximal dissemination and impact of the work.
Summary of Scientific and Technological Objectives
The LarKC major objectives are:
Objective 1. Design an integrated pluggable platform for large-scale semantic computing
Objective 2. Construct a reference implementation for such an integrated platform for large-scale
semantic computing, including a fully functional set of baseline plugins.
Objective 3. Achieve sufficient conceptual integration between approaches of heterogeneous
fields (logical inference, databases, machine learning, cognitive science) to enable the seamless
integration of components based on methods from these diverse fields.
Objective 4. Demonstrate the effectiveness of the reference implementation through applications
in (1) services based on data-aggregation from mobile-phone users, (2) meta-analysis of scientific
literature in cancer research, (3) data-integration and -analysis in early clinical development. the
drug-discovery pipeline.
Verifiable Measures for the Objectives
•
•
•
•

The Large Knowledge Collider will be able to perform inference (RDF Schema and OWL
Lite) on data-sets of tens of billions of triples in real-time response times.
The Large Knowledge Collider will be implemented on a computing cluster of at least 100
processors and will achieve at least 80% platform utilization.
Multiple plug-in methods will be available for each of the pluggable components.
Three demonstrated deployments of the Large Knowledge Collider will be available by
the end of the project

Relevance of the proposed Objectives for the first FP7 Call
The Large Knowledge Collider is strongly aligned with target (e) of Objective ICT-2007.4.2,
which calls for “probabilistic … and approximate reasoning … beyond current formalisms …
matched by robust and scalable reference implementations … tested through large scale ontology
mediated Web integration of heterogeneous, evolving and noisy or inconsistent data sources …
originating from ambient devices … supporting real time resolution of massive numbers of queries
and the induction of scientific hypotheses”:
•

The Large Knowledge Collider will employ probabilistic techniques for selection (e.g.
spreading activation techniques), for abstraction (machine learning techniques), and for
reasoning (e.g. weighted inference models).
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Approximate and incomplete reasoning is one of the main objectives for research to be
performed on the Large Knowledge Collider platform.
The Large Knowledge Collider will move well beyond existing formalisms such as RDF,
RDF Schema and OWL, without ignoring these achievements. Instead, the Large
Knowledge Collider will enable approximate inference on top of these existing formalisms.
The Large Knowledge Collider will be a reference implementation that can be used as a
pluggable experimental platform by other researchers.
Both of the use cases in the project deal with “large scale ontology mediated Web
integration of heterogeneous, evolving and noisy or inconsistent data sources”.
The Real Time City use case is entirely based on data obtained from ambient devices
(mobile phones) while navigating through a city.
The Real Time City use case will require real-time response rates.
The World Health Organisation use case is concerned with scientific data and literature.

The above shows that the Large Knowledge Collider is almost perfectly aligned with target (e) of
Objective ICT-2007.4.2.
Project Results and their Evaluation
The results of the LarKC project will be:
Result 1. A publicly available implemented platform for large scale semantic computing
with a plug-in architecture to enable experiments by outsiders
Result 2. A publicly available library of baseline plug-ins to run on the platform, as well as
API definitions allowing others to develop their own plug-ins.
Result 3. Three demonstrated deployments running on the platform in medical research,
pharmaceutical drug-development and urban transportation improvement based on mobile
telephone data.
Result 4. Training material to facilitate up take of the new technology by members of the
community.
Evaluation of the project results will be through the following measures:
•
•
•

Raw performance of the Collider in terms of inference speed under varying degrees of
recall and precision, and under various anytime performance profiles.
Task specific performance obtained in each of the use-cases.
Impact Related Performance: Size of the early adaptors community, in terms of number
of individuals, number of participating groups, international spread, number of contributed
plug-ins, number of additional application studies.
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Progress beyond the state of the art

The project will go beyond the state of the art in three major ways: scale, heterogeneity and
reusability:
1. Scale: Building a platform for massive distributed incomplete reasoning at a scale well
beyond what is currently possible
2. Heterogeneity: This platform will go beyond current reasoning technology through:
• Enriching the current logic-based Semantic Web reasoning methods with methods
from information retrieval, machine learning, information theory, databases and
probabilistic reasoning,
• Employing cognitively inspired approaches and techniques s
• Implementation as a distributed reasoning platform
• Performance at a scale well beyond what is currently possible
3. Reusability: The platform will not be a single turnkey one-size-fits-all solution, but will
instead be a pluggable architecture usable by researchers and practitioners to develop and
deploy their own reasoning components, and to combine these with components by others.
The results of this project will create added value for any application of semantic technologies that
requires reasoning with large scale data at rapid response times (either or both), in particular those
applications that do not require full recall or precision. Within the project, we have already
identified three examples of these:
• Real-time reasoning over large volumes of data from mobile phone users in order to
provide more responsive, dynamic and efficient urban environments
• Reasoning over large volumes of semi-structured heterogeneous data in order to spot
opportunities and improve success rate in early clinical development. early failures in the
drug-discovery pipeline
• Reasoning over large volumes of text-extracted data in order to provide meta-analyses for
epidemiological studies on carcinogenic risk factors.

State-of-the-art in reasoning
Researchers have developed reasoning methods for rather small, closed, trustworthy, consistent,
and static domains. They usually provide a small set of axioms and facts. DL reasoners can deal
with 105 axioms (concept definitions), but they scale poorly for large instance sets. Logic
programming engines can deal with similar-sized rule sets as well as larger instance sets (say, 106),
but they can draw only simple logical conclusions from these theories. Both streams are highly
interesting areas of research, and topics such as how to combine them attract a lot of attention.
Still, there is a deep mismatch between reasoning on a Web scale and efficient reasoning
algorithms over restricted subsets of first-order logic. To clarify, let’s revisit the underlying
assumptions of current systems for computational logic:
• Small set of axioms. If the Web is to capture the entirety of human knowledge, the number
of axioms ends up being very large.
• Small number of facts. Assuming a Google count of roughly 30 billion Web pages and a
modest estimate of 100 facts per page, we’re already in the order of a trillion facts.
• Completeness of inference rules. The Web is open, with no defined boundaries. Therefore,
completeness is an unrealistic requirement for an inference procedure in this context.
• Correctness of inference rules and consistency. Traditional logic takes axioms as reflecting
truth and tries to infer the implicit knowledge they provide (their deductive closure). In a
Page 10 of 43

FP7-215535
Version v1 – 24.10.2007

•

The Large Knowledge Collider

Web context, information is unreliable from the beginning, which means even a correct
inference engine cannot maintain truth.
Static domains. The Web is a dynamic entity: the known facts will change during the
process of acquiring and using them.

Each of these assumptions needs to be revisited and adapted to the reality of the web.
Merging reasoning and Web-search: The only way to bridge the divide between reasoning and the
Web is to interweave the reasoning process with the process of establishing the relevant facts and
axioms through retrieval (ranking or selection) and abstraction (compressing or transforming
information). That way, retrieval and reasoning become two sides of the same coin — a process
that aims for useful information derived from data on the Web.
From completeness and soundness to recall and precision: The project will fill a significant gap
between the current methods for indexing and searching on the one hand, and reasoning on the
other hand. To illustrate this gap, let's consider the typical success measures used by the searching
and the reasoning communities. The conventional method for measuring success in search task is
in terms of the levels of precision and recall of the results. It is well known that higher precision
leads to lower recall, and vice versa, leading to the graph on the left:

Figure 2: From completeness and soundness to recall and precision

Turning to reasoning, the majority of previous work has considered processes that are 100%
complete and 100% sound, which, in an information seeking context, equates to perfect precision
and perfect recall (graph on the right). In practice this type of perfection has both high setup costs
(codifying domain expertise in an ontology and semantically structuring the entire information
space) and of computation. The Large Knowledge Collider will exploit the space of possibilities
above the precision/recall curve but below perfect completeness and soundness, using methods
that trade off these properties of logic in exchange for lower costs of creation and computation.
Pictorially, the project positions itself in the space between traditional search and traditional
reasoning, as in the graph on the right.
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Feature-based comparison with existing state of the art reasoning platforms
Feature
Reasoning method
Heuristics
Precision/recall
Dynamic axioms & facts
RDF retrieval scale

SoA
Logic only
Hardwired
100/100
Not supported
O(109)

LarKC
Multiple methods
Configurable plugins
Configurable trade-off
Supported
O(1012)

RDF inference scale

O(108)

O(1010)

Anytime behavior
Parallelism

None
None[*]

Configurable
local cluster O(102) machines
wide-area distribution
O(103) machines

[*] single exception is YARS2, on a small high-bandwidth cluster of 4 machines
State-of-the-art in scalable semantic repositories
Two partners in the LarKC consortium have long-standing expertise in the area of semantic
repositories. Ontotext produces high-performance RDF- and OWL-storage and inference
technology and actively monitors the state-of-the-art in this area. In a recent SEKT project
deliverable (D2.6.3), they reported extensive performance figures which we summarize in the
table below; it provides a comparison of the tools\ in terms of scalability, speed, and inference
capabilities. The Cycorp inference engine, which is able to deal with knowledge bases containing
several millions of assertions, will be used complementarily to Ontotext technology with respect to
reasoning tasks.
Tool

KAON2

Scale
(mil. of
statem.)
~10

Inference

RacerPro
Minerva (IBM)
Triple20
SwiftOWLIM
Sesame 2.0 NS
ORACLE 10R2
Jena v2.1/2.3

1
2
40
10-80
70
100
7-200

OWL DL +
rules
OWL DL
OWL Lite +/OWL Lite +/OWL Lite +/RDFS +
RDFS +
-

KOWARI
RDF Gateway
AlegroGraph
OpenLink
BigOWLIM

235
262
1 000
1 060
1 060

None
OWL Lite +/RDFS None
OWL Lite +/-

Load Speed
(1000
st./sec .)
20

Hardware
(GB of
RAM)
0.5

>1
6
20-60
6
>1
?-6

0.5
0.5
2
1-16
0.8
2
2-?

4
>1
20
12
4

?
?
2
8
12

Comment

Backward-chaining;
concrete figures missing
Backward-chaining

Named graph support
Named graph support
Speed and RAM not
reported for 200M st.
Backward-chaining

All the figures refer to the best published results for the corresponding tools. Direct comparisons
of the tools should be made with caution. As with the relational DBMS, an engine’s performance
can vary considerably depending on the configuration and tuning with respect to the specific task
or benchmark. Semantic repositories are even harder to compare because they also perform
inference, which can be implemented in a wide variety of modalities – for example, forwardPage 12 of 43
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chaining harms the loading performance, while backward-chaining slows down the query
evaluation.
The storage and querying functionality of the Large Knowledge Collider will be based on the
Ontotext technology behind SwiftOWLIM and BigOWLIM and on related technology provided by
CycEur. The above has shown that we are indeed building on top of the best that the current stateof-the-art has to offer.
In a very recent development 1 , the DERI sister organization in Galway has implemented a
distributed RDF store which reported real-time performance with up to 7 billion triples. This
system is limited to only retrieving statements, and does not perform any inference. Clearly, this
impressive technology is an excellent basis for implementing basic indexing and lookup
techniques, but is by itself not enough. The essential difference here is similar to that between a
database and a heuristic inference system. The Large Knowledge Collider is aiming at inference,
not only at lookup, with search as its major paradigm, as opposed to retrieval. Clearly no amount
of improvement on efficient indexing systems will be able to beat the exponential search-space
generated by inference.
The Large Knowledge Collider will of course exploit such state-of-the-art indexing systems but is
aiming deliberately for imperfect recall and precision as means to achieve unlimited scalability
(through exchanging quality for performance), while maintaining task-related bounded rationality.
State-of-the-art in search
Information retrieval (IR) technology has proliferated in rough proportion to the expansion of
knowledge and information as a central factor in economic success. The main dimensions
conditioning choice of search technology are:
•

•

Volume. The GYM big three web search engines (Google, Yahoo!, Microsoft) deliver subsecond responses to hundreds of millions of queries daily over hundreds of terabytes of
data. At the other end of the scale desktop search systems can rely on substantial
computing resources relative to a small data set.
Value. The retrieval of high-value content (typically within corporate intranets or behind
pay-for-use turnstiles) is often mission-critical for the organization that owns the content.
For example the BBC allocates a skilled staff member for eight hours per broadcast hour to
index their most important content.

To process web-scale volumes GYM use a combination of one of the oldest and simplest retrieval
data structures (an inverted file that relates search terms to documents) and a ranking algorithm
whose most important component is derived from the link structure of the Web. In general, when
specifying a search, users enter a small number of terms as a query, based on words that people
expect to occur in the types of document they seek. This gives rise to a fundamental problem,
known as "index term synonymy": not all documents will use the same words to refer to the same
concept. Therefore, not all the documents that discuss the concept will be retrieved by a simple
keyword-based search. Furthermore, query terms may of course have multiple meanings; this
problem is called "query term polysemy". The ambiguity of the query can lead to retrieval of
irrelevant information and/or failure to retrieve relevant information.
High-value (or low-volume) content retrieval systems address these problems with a variety of
semantics-based approaches that attempt to perform conceptual indexing and logical querying. For
example, the BBC system cited above performs indexing using a thesaurus of 100,000 terms that
generalizes over anticipated search terms. Life Sciences publication databases increasingly use

1

http://www.deri.ie/about/press/releases/details/?uid=55&ref=213
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rich terminological resources to support conceptual navigation (MeSH, the Gene Ontology,
Snomed, the unified UMLS system, etc).
Our task in LarKC is to show how the high-value techniques can scale to higher volumes than is
currently feasible. It is precisely in such high-value techniques that Europe is leading.
State-of-the-art in Semantic Spaces
Data spaces are shared virtual data spaces which are designed for concurrent access by multiple
processes. The data published and exchanged in the space is generally expressed as an atomic unit,
called a tuple, consisting of typed fields. Processes interact with spaces through a minimal
language or an interface which expresses a coordination model with concurrency.
The idea of considering space-based communication for the Semantic Web has led to the vision of
Triple Spaces, middleware which allows shared access to semantic information in a structured and
reliable way. Triple Spaces emphasizes the use of the space for the publication and retrieval of
“payload” data that represent the know-how published on the Web. The structured representation
of RDF triples in a space allows for semantic reasoning about this data, whilst the space
guarantees the reliable and efficient placement of this knowledge, and additionally provides a
smart interface including near-time notification about changes.
A first European project on semantic spaces has been initiated in April 2006. The project
TripCom 2 provides the foundational conceptual work for semantic spaces and a prototypical
implementation is expected for 2008. However, as the first project in this field, TripCom uses
primarily RDF as a representation language for space data, and exploits reasoning on semantic
data only to a limited extent. The latter is also due to the the lack of appropriate instruments to
combine reasoning with the coordination model underlying such systems.
A first step in advancing the state-of-the-art will thus have to aim at taking up the ideas towards
fully Semantic Web-enabled spaces and to design and implement the extensions or changes
needed in order to feasibly support also more expressive Semantic Web formalisms, and to embed
reasoning into distributed spaces. Further on, as a distributed space middleware will be available,
the semantics of the underlying coordination model (e.g. the meaning of the operations for
publishing and retrieving data) will need to be rethought in order to adapt to the particularities of
an open globally networked environment such as the Web, in which completeness and correctness
can not be guaranteed. With this respect, results of the LarKC project could contribute to the
further development of space-based technology.

B.1.3.

S/T methodology and associated work plan

B1.3.1.

Overall strategy and general description

Project Methodology
The
•
•

LarKC

project

methodology

balances

two

general

outcomes

of

the

project:

Research and Development that push the boundaries of scientific excellence in Europe,
Case Studies, Dissemination and Exploitation that push the state-of-the-art of the
knowledge benefiting industry and the wider European community.

Our ambitious goal of reasoning at Web scale creates a specific burden – our platform needs to be
highly usable and extremely scalable. As a consequence, LarKC activities are organized in such a
way that the use case implementations and all other research and development activities are tightly
coupled but guarded against bottlenecks in development. Activities in LarKC are divided in five
main categories and are structures within a spiral life circle as shown in Figure 3:
2

http://www.tripcom.org ; IST-4-027324-STP
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Figure 3: Spiral Research Life Cycle in LarKC

Through its iterative structure over elaboration, construction and transition, our spiral approach
minimizes the risks associated with lack of communication or overall project coherence. From the
very start of LarKC, we will deploy combinations of existing methodologies, techniques and
reasoning tools, available off-the-shelf or based on previous EU and national projects within our
industrial case studies.
The lessons learnt from initial deployment will be used to derive early specifications for the core
LarKC technologies. Exploitation and dissemination activities will use early project results to raise
awareness within the academic and industrial communities. Our virtuous circle will be completed
as integration activities ensure that early prototypes are turned into robust systems of industrial
strength.
By its very nature, our iterative approach and the continuous alignment will create additional
dependencies and thus significant challenges for the management of the project, but will at the
same time guarantee that all work in the proposed IP is striving towards the same end; a
characteristic that waterfall-like sequential project structures very often fail to meet.
Software Development Strategy
We consider setting up a Sourceforge project that will be used as a shared development platform:
publication, version control, feature request and bug tracking, etc. Shall Sourceforge appear
inappropriate, a similar infrastructure will be setup by the work package WP6 partners (based on
JIRA, SVN, Maven, etc. or using the environment provided by HLRS). HLRS provides access for
LarKC to its distributed development environment (http://gforge.hlrs.de) based on the GForge
system (http://www.gforge.org). It covers beside version control systems (CVS and Subversions)
also a release management, public and protected fora, bug tracking and feature request systems,
documentation repository, developer mailing lists also a developer Wiki system.
The concrete responsibilities will be assigned after the start of the project; Ontotext, Cyc and
HLRS all have experience in managing large open-source projects (WSMO Studio of Ontotext is
within the Top 1% at Sourceforge).
Unit tests will be developed for all the major interfaces and modules in the LarKC platform and
combined with system and integration tests. The number of unit tests is expected to grow linearly
with the development of components.
The process of running the unit tests will be part of the automated build procedure, which will be
determined
in
the
initial
phase
of
the
start
of
the
project.
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The document review process for architectural components will be aligned with the general QA
procedure of LarKC for all kind of internal artefacts. As rule of thumb consuming or interfacing
partners are reviewers or milestones in the design process. In order to ease the process a common
modelling environment is targeted if applicable to the partner's policies. If this is not feasible the
exchange is based on models in XMI standard. If appropriate also component interaction is
simulated e.g. using commercial tools like Telelogic TAU or others.
In order to ensure the integration of the components the process will be iterative and regular
integration workshops will be held bringing together the developers at one site dedicated to
performing integration, integration tests and prototype platform deployment and validation.
A group of software engineering experts of the consortium will agree at the kick-off meeting on a
guideline for the code development process to be enacted by the WP and Task leader within their
developer team. The process will be aligned along the following key elements:
• As a research project a rather agile and iterative development process is anticipated.
• The LarKC consortium is committed to rely on version control for their development (e.g.
subversion). Additionaly the consortium considers to use the GForge integrated tracking
tools and the integrated developer WiKi.
• The use of stable versions of infrastructure components of the platform is ensured by the
usage of tags and the provision of binary releases. Furthermore the code base is regularly
build and validated. The validation includes the execution of developer provided unit tests
and automated builds against this tagged versions. At a later stage also performance
oriented tests will be performed. The use of tools such as CruiseControl will be
investigated for this purpose.
• Available statistics will be summarised in the QMRs
General Work Plan and Milestones
The LarKC general work plan is an implementation that backs our spiral model for research
organizations. All activities are subject to semi-ordered sequences and govern the distribution of
work across the work packages. Each activity is composed of a set of work packages.
Additionally, each work package is composed of tasks. The spiral research life cycle maps into an
iterative process that is organized in cycles. A cycle will deliver a significant result and is aligned
with major milestones. While work packages can still customize the timing to address their
specific needs, general milestones are established by three phases at every iteration: (1)
elaboration phase, (2) construction phase, and (3) transition phase.
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= project milestone

= check point

= iteration duration

= phase duration

Figure 4: Project Work Plan

Elaboration phase
The elaboration phase involves analysing the problem domain in depth and making key
architectural choices that are aligned between the different work packages. Key outcomes of the
elaboration phase are:
•
•
•
•

Core research where papers are written,
A use case model in which the case studies and the actors have been identified and most of
the case study descriptions are developed,
A description of the software architecture for all R&D work packages,
Exploitation, dissemination and training plans to anticipate real world impact.

Construction phase
In the construction phase the main focus goes to the development of components and other
features of the overall LarKC solution. This is the phase when the bulk of the coding takes place to
put research to life. This phase also produces demonstrable prototypes that form the basis for case
study deployment.
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Transition phase
In the transition phase, the R&D results move into case studies and are evaluated with end users.
At the same time, dissemination activities peak. The outcome of the first iteration is evaluated and
forms the input for the elaboration phase of the next iteration. Thus, evaluation is a central pillar of
any transition phase.
We define four major milestones in LarKC. They are control points at which decisions are made
based on the results achieved at that stage in the project. The milestones are:
Milestone 1. Initialized – Month 6:
In the first 6 months of the project an initialization process will be performed. Best candidate
methodologies, techniques and tools will have been identified at this milestone. Furthermore,
initial conceptual work and simple prototypes will be available.
Milestone 2. Established – Month 18:
At this milestone, we will achieve in-breadth development of the platform by providing initial
versions of all parts and of the platform itself. Having an established platform at this stage is one
of the most crucial milestones in the project. At M18 we will achieve first prototypical
implementations of the use cases as well:
• WP6: first version of the urban computing environment (as specified in deliverable D6.3)
• WP7a: prototype allowing for query answering against PIKB
• WP7b: first version of the prototype, periodic user evaluation and iteration requirements
tuning report.
Milestone 3. Refined – Month 33:
Once the LarKC platform is fully established, the focus will gradually change towards more indepth realization of the platform. At this stage in the project, LarKC components will be basically
refinements of the ones available at the previous milestone. Thus, this milestone is an updated
version of the previous one in terms of more consistent and refined results. In particular, the use
cases will be able to deliver the following results:
• WP6: second version of the urban computing environment (as specified in deliverable
D6.3)
• WP7a: improved prototype allowing for query answering over the chain protein-topathway-to-drug-to-disease, without patient data
• Wp7b: interim version of the software, periodic user evaluation and iteration requirements
tuning report.
Milestone 4. Matured – Month 42:
At this milestone, a mature platform will be delivered. This milestone is the final check point to
verify that we have attained what we set out to accomplish
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Timing of work packages and their components
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Dependencies between tasks
Milestone 1 M6
Task
Milestone 2
M18
Task
T4.2
T5.2
T7A.2
T7B.2

Milestone 3
M33
Task
T1.2
T1.3

Accomplished tasks
T2.1, T3.1, T4.1, T5.1, T5.6, T7A.1, T7B.1
Depends on task
Comment
Accomplished tasks
T1.1, T4.2, T5.2, T7A.2, T7B.2
Depends on task
Comment
T4.1
The heuristic approach to human and machine reasoning (T4.2)
builds upon the analysis done in task T4.1
T5.1
The rapid prototype of LarKC developed in T5.2 builds upon
the results of T5.1
T7A.1
T7A.1 will collect pre-existing databases and their conceptual
schemas for integration in task T7A.2.
T7B.1
One major result of T7B.1 is the creation of a data collection
which is used for annotation in TB7.2
Accomplished tasks
T1.2, T1.3, T2.2, T2.6, T4.3, T4.4, T4.6, T6.1, T6.2, T6.3, T9.1
Depends on task
Comment
T1.1
The operation framework delivered in T1.2 builds upon the
analysis done in T1.1
T1.1
The integration methodology delivered in T1.3 builds upon the
analysis done in T1.1

T2.2
T2.6

T1.2

T4.3

T4.2

T4.4

T1.2

T4.6

T4.2

T4.6

T2.5

T4.6

T3.5

T6.2

T6.1

T6.3

T6.2

Milestone 4
M42

Accomplished tasks

Task
T1.4

T2.3

The implementation of selection methods for data stream
management systems depends on the outcome of the
operational framework developed in T1.2
The heuristic approach for human reasoning and machine
learning developed in T4.2 will influence the design of
dynamic selection of axioms in T4.3
Non-deterministic inference developed in T4.4 is influenced by
the operational framework provided in T1.2
The heuristic approach for human reasoning and machine
learning developed in T4.2 will influence stream reasoning in
T4.6
Stream reasoning developed in T4.6 will use selection
techniques from T2.5
Stream reasoning developed in T4.6 will use abstraction
techniques from T3.5
T6.2 is responsible for implementing both the simulation
environment and the real time city control system with regards
to requirements provided by T6.1.
T6.3 is responsible validating the results with regards to the
validation criteria defined in T6.2

T1.4, T2.3, T2.4, T2.5, T2.7, T3.2, T3.3, T3.4, T3.5, T4.5, T4.7, T5.3, T5.4, T5.5, T6.4,
T7A.3, T7B.3, T8.1, T8.2, T8.3, T9.2, T9.3, T9.4
Depends on task
Comment
T2.1
The framework for evaluation and measuring developed in
T1.4 will be influenced by the results of T2.1 – parameter
definition and experimental setup
T1.2
The cognitive memories components built in task T2.3 depend
on the operational framework provided in T1.2
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T1.2

T2.5

T1.2

T2.7

T1.3

T3.2

T3.1

T3.3

T3.1

T3.4

T3.5

T4.5

T4.2

T4.5

T3.3

T4.5

T3.2

T5.3

T7A.1

T5.3

T7B.1

T5.4

T5.2

T5.4

T5.3

T5.5

T1.4

T5.5

T6.3

T5.5

T7A.3

T5.5

T7B.3

T6.4

T6.1

T6.4

T6.3

T7A.3

T7A.2

T7B.3

T7B.2
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The spreading activation components built in task T2.4 depend
on the operational framework provided in T1.2
The geometrical semantic components built in task T2.5
depend on the operational framework provided in T1.2
In T2.7 the combinatorics of various methods is influenced by
the integration methodology developed in T1.3
Active learning approaches developed in T3.2 builds upon the
analysis done in T3.1
Data streaming approaches developed in T3.3 builds upon the
analysis done in T3.1
T3.4 will explore various (propositional) learning approaches
such as naïve Bayes, tree-augmented naïve Bayes (TAN),
logistic regression and kernel approaches based on the
achieved representation in T3.5
The heuristic approach for human reasoning and machine
learning developed in T4.2 will influence the reasoning by
committee in T4.5
Reasoning by committee techniques developed in T4.5 depend
on the abstraction techniques developed in T3.3
Reasoning by committee techniques developed in T4.5 depend
on the abstraction techniques developed in T3.2
The development of the LarKC architecture in T5.3 needs to
consider the requirements derived in T7A.1
The development of the LarKC architecture in T5.3 needs to
consider the requirements derived in T7B.1
Platform realization in T5.4 depends on the early release
prototype in T5.2
Platform realization in T5.4 depends on the architecture
delivered in T5.3
The validation will take into account the results achieved in
Task 4.1, in which a novel evaluation procedure for the Webcompliant methods developed in LarKC will be generated.
Platform validation performed in T5.5 is based on the feedback
from WP6 and WP7
Platform validation performed in T5.5 is based on the feedback
from WP6 and WP7
Platform validation performed in T5.5 is based on the feedback
from WP6 and WP7
T6.4 is responsible for running demonstrator according to the
scenario set up in T6.1
T6.4 is responsible for running demonstrator which is
implemented in T6.3
The semantic annotation technology developed in T7A.2 will
be used to annotate relevant texts with respect to the PDDKB
in T7A.3
The results of T7B.2 will form the basis for the work in T7B.3
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Work package list / overview

Work package list
Work
package
No

Work package title

Type of
activity

Lead
beneficiary
no.

Start
month

End
month

WP1

Conceptual Framework &
Evaluation

RTD

UIBK

1

42

WP2

Retrieval and Selection

RTD

USFD

1

42

WP3

Abstraction and Learning

RTD

Siemens

1

42

WP4

Reasoning and Deciding

RTD

VUA

1

42

WP5

The Collider Platform

RTD

HLRS

1

42

WP6

Use Case: Real Time City

RTD

CEFRIEL

1

42

RTD

Onto

1

42

RTD

USFD

1

42

RTD

VUA

1

42

RTD

CEFRIEL

1

42

MGT

UIBK

1

42

WP7a
WP7b
WP8

WP9
WP10

Semantic Integration for Early
Clinical Development
Carcinogenesis Reference
Production
Training, dissemination,
community building, crossfertilization
Exploitation and
Standardization
Administrative and financial
management
TOTAL

Activity Clusters
The work packages of LarKC fall into five activity clusters:
A1- Fundamental and integration activities – will form the ground work which provides
the necessary infrastructure and integration methodology. In particular, these types of
activities serve the following purposes: a) the efficient and uniform use of existing and
complementary technology, and, b) smooth integration of the various modules, components
and subsystems. The integration methodology and infrastructure will ensure that the
components are combined in the right way. These activities also provide a basis for the
easy development of real-world solutions that integrate the various project outcomes.
A2 - Component activities – Within this cluster of activities we will develop the
technologies necessary to deliver the LarKC promise – creating an integrated platform for
semantic computing at Web scale. In this context, three core challenges need to be
addressed: (1) locate and identify from large-scale semantic repositories the relevant
knowledge for a particular reasoning request – Retrieval and Selection, (2) extract and
provide knowledge in appropriate format for reasoning. – Abstraction and (3) reasoning
over large sets of data supporting a various level of complexity ranging from simple queries
to full reasoning facilities – Reasoning and Deciding.
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A3 - Use case activities - The effective deployment of the LarKC platform will be
demonstrated within case studies driven by industrial project members describing realworld business scenarios. The use of case studies is two fold. Firstly, they are used to
extract requirements, which guide the core R&D process. Secondly, case studies are also
used to validate the results and evaluate their applicability and impact. User centric
activities will, additionally, validate our technologies viz. provide the evaluation
environment. Each case study will incorporate a “technology buddy” partner who is
responsible for supporting the use case partners in deploying and using LarKC R&D results
and for feeding back business requirements to the R&D.
A4 - Maximizing Real World Impact activities contain specific measures related to the
exploitation and dissemination of project results. While user-centric activities represent the
customer perspective, this activity takes concrete steps towards successful exploitation
from the point of view of the R&D partners. There are two major factors which determine
the impact and thus the exploitation potential of an IP: cost and benefit. Key to exploitation
is the project visibility – making prospective users and the prospective community in
general aware of the project’s benefits. Within LarKC, we lower the cost of adopting
LarKC technologies by aligning project outcomes with relevant standardization activities.
A5 - Management activities – will ensure that LarKC runs smoothly in a coherent and
cohesive fashion and that all contractual obligations are met.
As mentioned before activities in LarKC are divided in five main categories which are illustrated
together with their associated work packages in Figure 5.
Fundamentals & Integration
•
•

Components
• WP2 Retrieval & Selection
• WP3 Abstraction & Learning
• WP4 Reasoning & Deciding

WP1 Conceptual Framework
WP5 The Collider Platform

Management
WP10 Management

Use Cases
• WP6 Use Case: Real Time City
• WP7.a Use Case: Drug Development
• WP7.b Use Case: Carcinogenesis

Maximising Real World Impact
•
•

WP8 Training, dissemination,
community building, fertilisation
WP9 Exploitation and standards

Figure 5. Overall activities in LarKC and their mappings to WPs

Activities & Work Packages
A1 - Fundamentals and integration activities
LarKC conceptual fundaments and infrastructure will be developed in work packages 1 and 5.
WP1 Conceptual Framework & Evaluation
This work package will explore new ways of doing large scale reasoning by integration of
different reasoning models. Algorithmic schemas will be developed to realize the integrated
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reasoning models. To validate the solution developed within this work package an evaluation
framework including new metrics for measuring and evaluating heuristic problem solving will be
defined.
WP5 Collider Platform
An open source, platform independent, modular and distributed platform will be developed within
work package 5, The Collider Platform. In order to validate the solution developed within this
work package a set of evaluation tasks will be performed. The open source platform will be
distributed with a set of baseline open source plugins that will make it fully functional.
A2 - Components activities
The core technology work packages, 2, 3, and 4 will develop the technologies necessary to deliver
the LarKC promise.
WP2 Retrieval and Selection
This work package will provide scalable solutions to locate and identify relevant knowledge for a
particular reasoning request from large-scale semantic repositories. Retrieval and selection are
needed to support ceiling-free reasoning: we need to be able to dynamically reduce or expand the
data set we are working with depending on factors such as cost of processing or confidence in
result.
WP3 Abstraction & Learning
This work package will investigate how to extract and provide knowledge in appropriate format
for reasoning. As the main means to realize this purpose we will develop machine learning
solutions which will mechanize the abstraction process from plain text serialized information to
more formalized knowledge represented in RDF.
WP4 Reasoning and Deciding
One major aim of LarKC is reasoning over large sets of data supporting various levels of
complexity ranging from simple queries to full reasoning facilities in a scalable fashion. Within
work package 4, Reasoning and Deciding, a set of plug-ins that will perform querying facilities for
LarKC will be provided.
A3 - Use cases activities
The effective deployment of LarKC platform will be demonstrated within three use cases
developed in work package 6 (Real Time City), work package 7a, (Semantic Integration for Early
Clinical Development) and work package 7b, (Carcinogenesis Reference Production).
WP6 Use case: Real time city
In this work package, the LarKC platform will be used to solve the challenge of applying real time
control to navigation in cities in order to reduce the inefficiencies of present day urban systems
and open the way to a more sustainable urban future. As a use case work package, work package 6,
Use Case: Real Time City, will provide one of the evaluation environments for LarKC.
WP7a Use case: Semantic Data Integration for Early Clinical Development
In this work package, the LarKC platform will be applied to Pharmaceuticals R&D in early
clinical development. The platform will be used to support the development of new exploration
methods such as drug discovery pipeline. Being a use case work package, work package 7a, Use
case: Semantic integration for Early Clinical Development will provide one of the evaluation
environments for LarKC.
WP7b Use case: Carcinogenesis Reference Production
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In this work package, the LarKC platform will be used to support the development of new
exploration methods for challenges such as: genetic epidemiology of cancer and other diseases and
carcinogenesis research. As a use case work package, work package 7b, Use Case: Carcinogenesis
Reference Production will provide one of the evaluation environments for LarKC.
A4 - Maximizing Real World Impact
WP8 Training, dissemination, community building, fertilization
To maximize the real world impact of LarKC, a set of dissemination, community building,
fertilization activities will be carried out in work package 8, Training, dissemination, community
building, fertilization.
WP9 Exploitation and standards
Maximizing Real World Impact will be further supported by an active involvement in exploitation
activities as well as standards. All these activities will be carried out in work package 9,
Exploitation and standards.
A5 - Management activities
WP10 Project Management
LarKC will be led by DERI Innsbruck which has considerable expertise within EU projects. The
overall strategy for project management will involve ensuring a high bandwidth of communication
through regular plenary meetings, scheduled technical workshops, a comprehensive project portal
and a set of focused project boards.

WP1 – Conceptual Framework & Evaluation

WP 2: Retrieval
and Selection

WP3: Abstraction
and Learning

WP4: Reasoning
and Deciding

WP5: Collider Platform

WP 6: Use case:
Real Time City

WP 7a: Use case:
Semantic Integration
for Early Clinical
Development

WP 7b: Use case:
Carcinogenesis
Reference
Production

WP 10: Project Management

WP 8: Training,
WP 9: Exploitation
dissemination,
and standards
community building,
fertilisation

PERT Chart

Figure 6. LarKC Pert Chart

The dependencies between technical work packages are shown in the above diagram. The work
package structure has been designed to enable maximal independence, minimal bottlenecks and no
single points of failure:
• Independence: The diagram shows that the different plug-ins in the Large Knowledge
Collider’s algorithmic schema (WP2, WP3, and WP4) can be developed independently.
The organisation around this algorithmic schema results in a modular organisation that
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enables efficient scientific cooperation because it very cleanly separates the concerns and
competencies of different communities.
No bottlenecks: Although WP1 and WP5 may appear bottlenecks, they are not. The
development of the different plug-ins in WP2, WP3 and WP4 can go ahead on the basis of
the initial algorithmic schema, and need not wait for further integration insights from WP1.
The case studies WP6 and WP7 can realise early prototypes based on traditional hardware
(dropping the real-time performance constraints) even before the WP5 has delivered its
first version.
No single points of failure: For WP1 (algorithmic schema) and for each of WP2, WP3 and
WP4 (different plug-ins) simple versions are already available at the start of the project,
insulating against possible failure of these WPs. For WP5, we will capitalise the donation
of the ResearchCyc inference engine as an early prototype. As mentioned, in case of failure
of WP5, the use-cases can default to implementation on traditional hardware, at the cost of
dropping the real-time performance constraints.

Brief descriptions of work packages
WP1: Conceptual Framework and Evaluation
LarKC will develop novel reasoning approaches combining inter-disciplinary problem solving
techniques (inductive and deductive, Boolean and statistical, complete reasoning and limited
rationality, etc), which are otherwise being studied and used independently, with techniques from
information retrieval in an effective and efficient manner. This work package will provide the
conceptual framework required to integrate these different models of reasoning into an open
platform for Web-scalable reasoning and search. The conceptual framework will contain:
• The methodology describing how the integration activities should be performed in a
coherent manner from a meta-scientific viewpoint,
• The basic integration algorithmic schemata describing which plug-in components can be
used complementarily and how, and
• The evaluation procedure elaborating on relevant evaluation measurements and the way
their results should be interpreted.
The major challenge in building the Large Knowledge Collider will be in overcoming the dualism
and smoothly integrating the paradigms of logical reasoning and Web search. Our goal is to merge
complementary techniques into one integrated process, resulting in a novel approach to
information retrieval, query answering, and reasoning for the Web, which can deal with large
amounts of information.
The implications of such hybrid approaches for a general understanding of reasoning and problem
solving should be made explicit. Therefore, we will use such non-deductive approaches to guide
the reasoning process and vice versa the reasoning process will be used to drive these techniques.
We will examine the newest developments in machine learning, information theory, game theory,
multi-agent systems, Web science, cognitive science and human brain research, economy and
philosophy. We will analyze how paradigms, methods and techniques that are used in these areas
can be applied in our context. We will provide feedback to these science fields on how we were
able to deploy their results and the modifications we needed to undertake. One area which is
highly relevant for our goals is surely Web intelligence, which looks into how complex adaptive
and distributed problem solving is performed by humans and how intelligence evolves for
individuals and societies over time and place and tries to apply the same principles when
developing a Web-based reasoning system with human level capabilities. A second area which
will provide valuable insights for the Large Knowledge Collider is cognitive science. People
routinely must reason based on their vast memories, but with limited time and cognitive resources.
How does the human cognitive system solve this problem? An important lesson learned from
cognitive science is that what has been taken to be failures and limitations can instead be essential
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to the smooth functioning of the cognitive system. For example, the cognitive process of forgetting
effectively removes obsolete information. We will analyze which results in this field are relevant
to our purposes and adapt them to fit the specific needs of our approach on artificial reasoning
under limited resources with imperfect information.
We will provide an engineering and evaluation context to empirically validate some of the
involved hypotheses. Cognitive scientists have demonstrated that reasoning with limited
information and time can be more effective and efficient; we will provide test settings for
hypotheses on artificial reasoning as well as empirical comparisons of both areas 3 This
engineering approach to “philosophical” questions may lead to new insights which we will try to
systemize in this task.
WP2: Retrieval and Selection
This work package is about retrieval and selection of propositions contained in large-scale
semantic repositories. Retrieval and selection are needed to support ceiling-free reasoning: we
need to be able to dynamically reduce or expand the data set we are working with depending on
factors such as cost of processing or confidence in result.
To do this we will exploit methods from information retrieval, machine learning and cognitive
science. In most cases the relevant methods will need adaptation to the new context and will apply
in some cases of the selection task and not others.
The baseline results of this work package will be made publicly available as open source project.
Parameters
For any particular task the choice of selection method depends most crucially upon three factors:
Cost/Benefit. The affordability of different scales of reasoning process and the expected cost-perstatement of the process. In other words, both the size and nature of the propositional content
under consideration and the intended nature of the reasoning process must be taken into account
when choosing a selection method.
Provenance. The source of a proposition is evidence of its relevance to a particular reasoning task.
For example, propositions that have been derived from or linked to a document collection can be
selected by using clustering and search methods from information retrieval.
Context. The context of the reasoning process can be used as a filter on the relevance of
propositional content. For example, a degree of similarity to content on the user's desktop or in
their browser history is an indication of relevance in certain conceptual search scenarios.
Determination of the optimal mapping between these three factors and the selection methods that
the project will adapt and develop requires quantification of the performance of each method when
operating according to parameters derived from a representative sample of task environments. In
other words, we must apply empirical measures to gather data for our theory of selection and of
selection method choice.
Methods
Information retrieval models have proven their Web-level scalability and ability to generalize over
contradictory data and the most straightforward derivations of this type of method applied to triple
selection relative to the above parameters will form the baseline by which we measure progress on
more advanced methods.
Beyond the baseline, we will investigate methods based on activation-based approaches, cognitive
memory models and geometrical semantic spaces.
LarKC’s plug-in design means that we will be able to experiment with a variety of activation
based systems, such as the cognitive and connectionist based methods described next.

3

Turney, P. (2000). Types of Cost in Inductive Concept Learning. In: Proceedings of the Cost-Sensitive Learning
Workshop at the 17th ICML-2000 Conference, Stanford, CA. July 2, 2000.
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In activation based retrieval approaches, relevant memory elements (e.g., triples) take on
activations that can then be used as a currency for cost-based reasoning and to define “working
memory”, as the part of the graph with a level of activation above specific threshold. The context
is used as a source of activation that progressively spreads through the network of memory
elements. The strength of the connections between elements in the network determines how
rapidly activation spreads from one element to the next. The strength of these connections depends
on statistical analyses of the co-occurrence of information. Modeling context through cooccurrence based concept activation leads to a simple mechanism by which to represent contextual
elements.
Empirical evidence from cognitive science suggests that standard logics are too brittle to represent
phenomena such as contextual disambiguation or lexical priming. This insight has led, over
several decades, to a range of research streams including connectionism, which adopts a
physiological analogue of the brain and experiments with learning algorithms due to Hebb and
others. Connectionist research spans a continuum from the neurophysiological (e.g. how can we
best model the patterns of neural activation and activity flow as we see them in our MRI
scanners?) to the symbolic (e.g. Smolensky's "harmony" has been a long-running attempt at
layering symbolic processes on neural models).
ACT-R’s symbolic declarative memory instantiates a view of human memory as performing near
optimal retrieval of relevant information based on the statistical structure of environmental events.
This statistical structure is captured in the pattern of connections between declarative memory
structures.
More recently parallels between empirical knowledge of cognition and some of the characteristics
of quantum mechanics has led to a semantic space model in which vector spaces stand in for the
neurophysics and mechanisms such as Hilbert spaces and uncertainty are investigated as vehicles
for computation (van Rijsbergen, The Geometry of Information Retrieval, 2004; Widdows, The
Geometry of Meaning, 2004). Vector space models have a point of contact with cognitive
scientists working on geometrical approaches to conceptual structures (see e.g. Gardenfors,
Conceptual Spaces, 2000).
In summary, we will work on four types of method:
• Minimalist techniques derived from standard Boolean retrieval models,
• Activation spreading approaches, which add context-sensitivity to information retrieval,
based on biologically inspired connectionist networks associated with weighted RDF
graphs,
• Activation spreading approaches inspired by cognitive models of human memory,
• Geometrical semantic spaces as a more far-reaching step on the road to cognitively
plausible logics that support intelligent systems.
WP3: Abstraction and Learning
The goal of LarKC is to realize a reasoning platform that will scale well beyond the current state
of the art to enrich the current logic-based Semantic Web reasoning methods. In this section, we
will develop the machine learning contributions to this purpose.
Abstraction in the RDF-Graph
A crucial step in the algorithmic schema of the Large Knowledge Collider, in particular for all
learning tasks, is to ensure that the selected data is appropriately represented. Large amounts of
data will have to be transformed (“abstracted”) into a form suitable for the task at hand. Statistical
pattern recognition provides by far the most successful set of abstraction techniques available, and
the Large Knowledge Collider will make extensive use of statistical pattern techniques for datatransformation, in particular as the basis for solving various learning tasks.
Learning in the RDF-Graph
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Statistical machine learning is concerned with the discovery of stable patterns in data. In the
LarKC framework, machine learning will be useful for the discovery and exploitation of
probabilistic dependencies and for the generation of novel representations (abstractions).
Whereas there is a long tradition in the analysis of data in matrix form (data points / attributes) the
representation encountered in LarKC has a special structure: information is present in form of
RDF-triples forming the relational RDF-graph and the relationships and logical constraints are
formulated based on ontological representations. The work in this package will be based on recent
advances in Statistical Relational Learning (SRL), which is the particular subfield of statistical
machine learning dealing with data in relational domains. Here, we will take the particular
constraints in LarKC into consideration:
• The instances are described in form of RDF-triples,
• The expected number of triples is huge,
• The description is based on an ontological schema.
We cannot assume complete data, i.e., some information desirable for solving a task might not be
specified in the data either because they are not available, or because of cost-benefit trade-offs.
Consequently, ML-based query answering with missing information will be investigated. We
consider two cases: first that one cannot access all (training) instances, which is the basic
assumption in LarKC, since this would require computational resources beyond reach. The second
case is that instances are simply incomplete, e.g., some relevant information might not be
documented in the RDF-graph.
Learning reasoning tactics based on the behaviour of the platform will be explored, but the
concrete definition of the task requires considerable research work. The output of this work will
outline to what extent the development of such learning techniques is feasible within the scope of
the project, which use cases provide good basis for experimentation, and what type of training data
is needed.
WP4: Reasoning and Deciding
Current reasoning approaches on the Semantic Web are grounded on classical logic, with its
notions of deduction, semantics, model-theory, soundness and completeness. For realizing the
Large Knowledge Collider, we will need to enhance these with notions which are more suited to
the open, incomplete and pragmatically infinite world of the Web. We will enhance the notion of
deterministic inference with a both heuristic and non-deterministic approach, where the “right”
inferences are more likely to be drawn.
The work package will lead to the construction of reasoning plug-ins, based on insights from
cognitive science (how do natural cognitive systems deal with limited samples), from automated
reasoning (such as randomly sampling the space of all truth assignments), and from data stream
management systems (where memory overload is avoided by operating on streams of data instead
of statically available sets). All plug-ins from this WP will be available as open-source results of
the project.
Survey. Intuitions on the value of resource bounded reasoning are of course present in many
different areas of formal investigation. We will survey (among others) non-deterministic notions
of entailment, semantics, consistency and soundness, and desirable properties of such inferencing,
including repeatability (if you do it twice, you get the same answer), monotonicity (if you take a
larger sample, you get a better answer), anytime availability (trade-offs between computation time
and answer quality), and the adaptation of the PAC learning framework (Probably Approximately
Correct learning) Probably Approximately Correct Deduction.
Cognitive science. Heuristics are simple decision strategies that exploit informational structures in
the environment. Heuristics can not only perform as well as more complex algorithms, they can
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also perform better. The surprisingly high performance of heuristics results from their ecological
rationality, exploiting the statistical structure of its environment. We will exploit such cognitively
inspired heuristics as part of the reasoning plug-ins in the Large Knowledge Collider. For
example, the work on “forgetting” has already lead to computational models of ignoring irrelevant
information (based on similarity and recency and frequency of use), which is a solution to the
problem of overfitting. Similarly, “activation spreading” heuristics give computational means to
focus on those knowledge items most relevant to the query.
Sampling method. We will explore combinations of sampling and reasoning, which, although
lacking logical certainty, quickly lead to results that have a provably high confidence. Such
methods have been developed for approximate model counting, and we will adapt them for Web
reasoning. The key to obtain a provable confidence in the result is a particular sampling method.
It is possible to show that, under lightweight restrictions, the sampled outcome is correct with a
probability that increases exponentially in the number of samples taken.
Reasoning by committee. A direction we will explore is the role of group decision making, which
relates directly to work in machine learning, and in particular, the problem of combining learning
algorithms using committees.
Evaluation. These new reasoning paradigms, which fuse approaches from many different fields
will also require new approaches to evaluation. Traditional measures like soundness and
completeness will have to be enriched with measures such as recall and precision, and worst-case
complexity will have to be enriched by approaches such as anytime performance profiles. We will
develop such new evaluation measures and apply them to the implemented reasoning plug-ins,
both on synthetic datasets and on datasets from the use-cases.
For cognitive science inspired heuristics for reasoning we will peform a set of large experiments
involving human subjects. The experimental lab of the Max Planck Institute has a capacity of
approximately 3500 subject hours a year, which will allow us to run large experimental studies
sufficient to detect any effect of interest.The envisaged experiments will focus on the cognitive
mechanism applied by humans for solving search and reasoning problems. For this theory-based
purpose subsets of the datasets will be extracted, allowing clear-cut test of these potential
mechanisms. We have a good deal of experience extracting experimental materials from a variety
of datasets and so don't anticipate any problems in working with the datasets associated with the
use-cases.
WP5: The Collider Platform
The research on massive, approximate and incomplete inference performed in the other work
packages will be substantial advances in themselves, but the goal of building systems that can do
sophisticated, massive inference against vast datasets will be fully realized only if we facilitate a
paradigm shift in automated reasoning research. The Large Knowledge Collider will encourage all
European researchers to contribute to and benefit from our research programme; we will develop
an open source, modular, distributed platform for inference that will enable design, testing and
exploitation of new reasoning techniques to be done at vastly reduced costs.
We are targeting a flexible, extendable, and scalable framework. For this we will analyze a set of
emerging technologies, in order to consider adoption of their principles, as well as their
specifications and infrastructure, if appropriate. The following technologies will be considered:
• Map/reduce and similar paradigms, which foster the usage of software design patterns
suitable for distributed/parallel computing. Open-source platforms such as Hadoop project
of Apache will be explored;
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Cluster technologies, which do not require expensive connectivity between the nodes;
RDF as a data-model for publication and interlinking of structured data from multiple
heterogeneous data-sources. One can think of using RDF graphs instead of key-value pairs
in the map/reduce framework;
Tuple spaces computing, as a paradigm for communication and data sharing (by means of
asynchronous persistent communication). Experience in combining tuple-space computing
and the RDF will be derived from the TripCom project;
BOINC4and similar efforts for “computing at home”, which allow for distribution of tasks
across a large community of “volunteer” machines, in a similar vein as SETI@home and
folding@home5.

Parallel Incomplete Inference. We will explore which forms of parallelization and distribution
are suited for which computational tasks. Four kinds of parallelism and distribution generally
available in automated reasoning will be exploited: or-parallelism, and-parallelism, moduleparallelism, and implementation-parallelism. Or-parallelism explores alternative paths to a solution,
that can be tried independently and without communication. And-parallelism solves problems that
together make up a solution, and which are connected, requiring some communication. Module
parallelism breaks up problems for solution by specialized reasoners (e.g. subsumption reasoners
or equation solvers). Implementation parallelism, by contrast, provides extremely efficient
solutions to certain classes of sub-problem (candidates include SAT solvers, and Monte Carlo
Markov Chain methods in probabilistic inference).
Choice of implementation platform. Some computations, with a high ratio of data-transfer to
computation, are best suited to running on clusters of tightly connected computers (either with or
without shared memory) utilizing the proven programming models from other application domains
such as Message Passing Interface (MPG) or OpenMP. Other computations can be migrated to
fully wide-area distribution like SETI@home and folding@home, using a platform such as
BOINC. Specific attention will be paid to a distribution scenario which can be described as the
“self-computing Semantic Web”, in which both knowledge and computation about that knowledge
are widely distributed across the Web. In much the same way that URIs now describe the location
of knowledge, in the form of Web pages and RDF and OWL files, and services such as currency
converters and stock prices, they can describe computational resources that can perform particular
types of reasoning. The LarKC inference plug-in API's will support the use of such described
distributed reasoning modules (including modules that are, themselves, entire LarKC engines), and
the platform strategists and tacticians will support reasoning about when to access and apply them.
The reasoning power, and the knowledge, of the LarKC system will expand automatically and
transparently as third parties describe and add knowledge, data, and reasoning services to the Web.
The LarKC research on parallelisation on moderate-scale clusters running more tightly coupled
computations will help to ensure the sustainability of the chosen approach. Current trends in
processor design achieve power by increasing the number of cores per chip, from the current 2-8
cores to of the order of 100 CPUs per chip experimentally demonstrated by the Intel Polaris –
Tera-scale computing project 6 . A mixture of web-scale distributed problem solving and local,
algorithm level parallelization will be vital to high performance application in the near future.
In order to optimize progress on other WPs, and to enable outside researchers to begin
contributing to this new research programme as quickly as possible, we will build the first
4

http://boinc.berkeley.edu/
http://setiathome.berkeley.edu/, http://folding.stanford.edu/
6
http://www.intel.com/research/platform/terascale/index.htm
5
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version of LarKC around an existing seed: no later than 12 months after project start, we will
release a distributed reasoning platform based on the ResearchCyc inference engine. ResearchCyc
was designed to perform effective, necessarily incomplete, heterogeneous inference over very
large knowledge bases with millions of assertions. It is a modular platform, supports effective
incomplete inference via meta-reasoning about inference strategies and tactics, and is implemented
on top of a platform neutral 100% pure java run-time engine. Cooperative software development
between the WP5 partners in the first 12 months will focus on simplifying the modular, plug-in
architecture for easier experimentation, clearly defining APIs, removing Cyc-specific code that is
not needed in the Large Knowledge Collider, and improving on the current limited support for
parallel operation. An initial concentration on integrating coarse-grained parallel computations
communicating via well-defined APIs over web services will allow a low barrier to entry.
We envision a series of upgrades over the course of the project; ensuring steadily improvements
in the platform’s ability to exploit massively parallel distributed computation and knowledge, and
API extensions to allow more elements of the platform to accept plug-ins. As experience is gained
with the types of experiments being run within the platform, it is expected that more attention will
be focused on appropriate fine-grained parallelism support.
A reference implementation will be realeased at M33 which will operate on a compute-cluster
platform. M33 reference implementation will include both the platform itself and a functional
basline set of plugins. By this milestone all plugins will be available in a final or pre-final version.
The reference implementation will be made publicly available as an open-source project (either at
Sourceforge or at a site providing the same services in an alternative manner). Furthermore, the
access to development clusters at HLRS open to the LarKC partners will be further opened to
selected external parties. The selection procedure will be published on the LarKC Web page and a
board of experts from the consortium will be set-up to evaluate requests. The provision of access is
not aiming to provide a permanent service but to enable people to validate the platform on a larger
scale before investments in an appropriate platform at their site is done.
Besides providing this cluster-based reference implementation, we will also explore a second
implementation on a wide-area loosely coupled distributed computation platform (e.g. the BOINC
platform).
The results of this work package will be available to a large base of developers, with a particular
emphasis on the Early Access Group, starting from early stages of the project. In order to ease the
user-friendliness and implicitly the impact and the acceptance of the platform special attention will
be paid to developing detailed user manuals for the platform and its plugins (existing or to be
developed ones) as well as documentation of the code according to common software engineering
practice. The documents will be available to the Early Access Group as they are created - during
the development of the platform - for feedback, extensions and revisions.
Quality Assurance Metrics. LarKC will define a set of minimum accompanying documentation
and tests needed to move a component from the development to the stable versioning stream. They
will be defined in the already mentioned guideline document outlining the software development
process. As an absolute minimum it will be expected that beside unit tests, API level
documentation and a guideline for deployment are provided. Additionally for bundles of related
components integration tests will be defined and validated. Furthermore for selected components
performance metrics such as minimal, average, maximum response time on a reference platform
will be defined. As an example a component must be able to support 500 requests within one
minute with an average response time of 650ms per request.
WP6 Real Time City
In today’s world, wireless mobile communications devices are creating new dimensions of
interconnection between people, places, and urban infrastructure. This ubiquitous connectivity
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within the urban population can be observed and visualized in real-time, through aggregate records
collected from communication networks. Real-time visualizations expose the dynamics of the
contemporary city as urban systems coalesce: traces of information and communication networks,
movement patterns of people and transportation systems, spatial and social usage of streets and
neighborhoods. Observing the real-time city becomes a means of understanding the present and
anticipating the future of urban environments.
A recent experiment in this direction is Real Time Rome7 contributed by MIT SENSEable City
Lab to the 2006 Venice Biennale. The project aggregated position and speed information from cell
phones (obtained using Telecom Italia's innovative Lochness platform), buses and taxis in Rome
to better understand urban dynamics in real time.
The aggregate mobility of people according to their mobile phone usage was interpolated and it
was visualized synchronously with the flux of public transit, pedestrians, and vehicular traffic. By
overlaying mobility information on geographic and socio-economic references of Rome, the
relationships between fixed and fluid urban elements was unveiled. These real-time maps help in
understanding how neighborhoods are used during the day, how the distribution of buses and taxis
correlates with densities of people, how goods and services are distributed in the city, or how
different social groups, such as tourists and residents, live the city.
However the interpretation of these data and control actions is left to the users of the system. In
the past decades, real time control systems have been developed for a variety of engineering
applications. This way, they have increased the efficiency of systems through energy savings, selforganization, self-repair, regulation of the dynamics, increased robustness and disturbance
tolerance. A concrete challenge for the future is applying real time control to cities in order to
reduce the inefficiencies of present day urban systems and open the way to a more
sustainable urban future.
One of the major technical problems that hinder the development of real time control to cities is
the difficulty in answering massive numbers of queries. These queries require reasoning about
huge streams of facts, originating in real time from heterogeneous and noisy data sources, in order
to control traffic flow to help citizens get where they need to be.
For instance, consider that 30-40% of car fuel in large cities is spent by drivers in looking for a
parking lot and this share dramatically increases when big events involving lots of people take
place. Image if it were possible to predict potential congestion problems, and help people avoid the
congestion to ensure that they reach the event in time.
A large amount of information is already available at almost no cost: all the commercial activities
and meeting places (cf. Google Earth), all events scheduled in the city and their location, all the
position and speed information from public transportation vehicles and mobile phone users (cf.
Real Time Rome experience), user generated content of many kinds, e.g., photos/movies/blogs of urban
resources, street black points, GPS track of bicycle-safe paths, and the availability of all free parking
lots in specific parking areas and their position. For a large city it is not hard to imagine that there
could be billions of triples that are continuously being updated.
A reasoner of new generation is clearly needed in order to infer for each citizen, who wants to
attend an event, the most convenient parking area, a place to meet with friends, the fastest route to
such place to instruct the car GPS. And time constrains for such a reasoner are very demanding
(i.e., few ms per query) if they take into consideration that citizens are free to follow or discard the
suggestions proposed by the city real time control system, therefore continuous inference is
required.
The Urban Computing use case will translate in reasoning tasks for the LarKC platform "big"
unsolved questions of urban planning and development:
• How can we redevelop existing neighborhoods and business districts to improve the quality
of life?
• How can we create more choices in housing, accommodating diverse lifestyles and all
income levels?
7

“Go with the flow” The Economist, 10 March 2007
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How can we reduce traffic congestion yet stay connected?
How can we include citizens in planning their communities rather than limiting input to
only those affected by the next project?
• How can we fund schools, bridges, roads, and clean water while meeting short-term costs
of increased security?
Example of such reasoning tasks are:
• Is public transportation where the people are?
• Which landmarks attract more people?
• Where are people concentrating?
• Where is traffic moving?
Most of these queries require real-time reasoning on huge streams of data generated by
heterogonous sources. Evaluation criteria can be directly derived by requirements at least in terms
of response time and precision of the results. An important evaluation technique that will be
deployed in this case-study will be the reconstruction of known temporal evolutions: the
predication of trends based on an initial temporal segment of the data can be validated against the
actual data from later temportal segments of the dataset.
An important concern when dealing with people-related data is maintaining the privacy of personal
information. LarKC use case on Real Time City completely complies with the 2002 Directive by
the European Parliament and Council on privacy. At no time can individual users be identified
based on the collected and analyzed data. To accomplish this, anonymization process consists of 2
phases: identifier alteration and field change.
Identifier alteration includes 3 steps: firstly, named entities anonymization such as person, location,
and organization name. Secondly, number anonymization such as telephone number and VAT
number, and finally, delete unnecessary information such as detailed address.
Field change includes 2 steps: firstly, data field swapping such as person name. Secondly,
imputation and replace with random value on field such as address and phone model.
WP7a: Semantic Data Integration for Early Clinical Development &
WP7b: Carcinogenesis Reference Production
The objective of these two work packages is to apply the LarKC collider in the following areas:
• Pharmaceuticals R&D in early clinical development,
• Researchers developing new techniques in genetic epidemiology of cancer,
• Carcinogenesis researchers producing standard reference works on human risk factors.
To achieve this, we aim for semantic integration of life sciences databases into an ontologystructured knowledge base and annotation of scientific papers both post-hoc and during authoring
with respect to the knowledge base. These scenarios will pose heavy loads on LarKC components
and thus test their performance in practice. They will also facilitate the exploitation of the LarKC
technology in life sciences.
Overview
The number of different databases used by life-science researchers, as well as the diversity of their
schemata and intrinsic semantics, makes semantic data integration extremely relevant to this
domain. However, the volume of the data, the degree of interconnection and the complexity of the
reasoning necessary for the integration, puts the problem far beyond the capabilities of
contemporary inference engines. There are very few engines which can load the OWL variant of
the UNIPROT database and reason on top of it. Even those which can, suffer performance which
is impractical for most applications. Integration with other databases or with experimental results
is simply unthinkable at present.
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WP7a and b will develop a comprehensive setup for testing the LarKC technology on this
semantic integration problem. The work is organized as follows:
• Development of a general Protein Interaction Knowledge Base (PIKB), integrated from
several of the most popular publicly available biological databases, which will be published
and made available as a Public Service using LarKC
• Tuning of existing information extraction technology to deal with life science texts
and using it for (i) semantic annotation and search and (ii) automatic ontology
population,
• Testing of semantic integration and annotation technology against two applications:
o Drug Development solution for AstraZeneca, a top-10 pharmaceutical
company;
o Carcinogenesis research tools for the World Health Organization.
The technological principles are as follows:
• Construct PIKB around a tiny and light-weight ontology, which aligns the semantics
and the structure of several pre-existing databases. It is important to note that we will
not develop a new biological ontology, but rather add a thin integration layer over
existing conceptualizations (meta-data schemata and ontologies).
• In both use cases, PIKB will be extended with more specific knowledge, relevant to the
concrete tasks. Tuning will take place for the text-mining modules.
The rationale behind this organization of the work is:
• PIKB becomes a free and publicly exploitable result on its own. Its extension with
respect to two specific tasks will ensure that: (i) it is general enough to serve other
applications and (ii) it covers the requirements of at least two real applications.
• The selection of the use case partners guarantees that the developments of LarKC suit
diverse organizational environments – from a non-profit NGO to a multi-national
corporation.
The semantic annotation work serves two purposes:
• Semantic annotation and ontology population technology guarantees very heavy usage
of the underlying semantic repositories (e.g. frequent updates, consistency checks and
queries related to reference disambiguation and merging).
• Semantically annotated content, allows for experimenting with heterogeneous indexing
and retrieval modalities, combining classical information retrieval, with structured
queries and reasoning.
Regarding the availability of the datasources used within this work package (apart from PIKB),
AstraZeneca will not be able to make internal data sources publicly available. It is not possible to
make clinical study data publicly available from an ethical and integrity point of view. Within this
work package AZ and Ontotext will develop a test-bed which allows for benchmarking and
evaluation of reasoning plug-ins against data, practically identical with the actual datasets. The
test-bed will consists of (i) ontologies (schemas) based on internal AstraZeneca data sources; (ii)
facility for generation of synthetical data; (iii) facility for performing specific reasoning tasks
against the ontologies and the synthetical data. The test-bed will be configurable, to allow for
flexible and extensive testing, which is impossible with respect to an actual dataset.
Below we describe the specific tasks to be carried out in the two work packages
Task 7a.1 Requirements Analysis and Data Collection
This task will review the early clinical development work process (Translational Medicine) in
AstraZeneca and elicit requirements for new integration tools based on the LarKC platform.
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Secondly it will collect pre-existing databases and their conceptual schemas for integration in task
7a.2.
Task 7a.2 Protein Interaction Knowledge Base (PIKB)
Data integration is one of the most challenging, expensive and pressing IT problem tackled by the
pharmaceutical companies in their drug development process. In the recent years, there is an
increasing generation of pharmaceutical data as result of the R&D process. With high-throughput
technologies it is possible to analyze thousands of genes and gene products in a very short time.
Despite the high volume of newly discovered biological data, the pharmaceutical companies have
so far not managed to integrate this patient, disease, efficacy and safety data in a way to meet their
expectations of increased productivity and pipeline throughput. In 2005, there were 719 publicly
available databases, 171 more than in 2004. These exhibit extreme heterogeneity of information
type and there is no single database that supplies a complete picture for decision making in drug
discovery and development. Most of the databases are developed independently and address local
and specific needs.
The PIKB can be used for semantic annotation, indexing and retrieval of medical documents in
order to answer queries such as: give me all known interactions of Mitogen-Activated Protein
Kinase from the literature and structured data sources; give me statistics for the protein names that
participate in interactions that co-occur with Mitogen-Activated Protein Kinase in articles related
to mouse experiments. The system will select documents with much more specific references than
is currently possible. Such matching is impossible for statistical information retrieval machines,
which do not have access to linkage of the text to structured knowledge bases.
Our approach is to identify several important high-quality domain specific databases such as
UNIPROT, IntAct, UMLS, to align and integrate their schemata through a light-weight ontology,
and develop a procedure for their merging into a coherent knowledge base. PIKB is directly
applicable to many applications in bio-informatics, but its utility will be demonstrated in both use
cases (tasks7a.3 and 7b.3).
This knowledge management setup will improve decision options and potentially increase
efficiency in the drug development pipeline. The use case will focus on proteins-to-pathways-todrugs-to-disease-to-patient connections.
Task 7a.3 Early Clinical Prototype Development and Evaluation
The efficient management of the drug development pipeline is a very challenging and expensive
process. DiMassi estimates the average pre-tax cost to bring a new drug to the market at nearly
US$ 802 million (2000), and is rapidly rising. DiMassi suggests that a 25% reduction in the
pipeline length would lower the total capitalized cost per approved drug by 16% or US$ 129
million.8
It is mission critical for the modern pharmaceutical companies to optimize the drug development
pipeline and reduce the overall costs, especially if only a third of the new products to reach the
market are ever profitable. Successful drug development relies heavily on a team that requires
efficient methods for information sharing. All pharmaceutical companies have failed to meet the
expectations for increased productivity as a result of the increased generation of data by the R&D
process. However, Knowledge management technology has not kept pace with the explosive
proliferation of data semantics, scientific literature, different file formats and database systems.
The information resides in vast data silos that combined with the existing IT infrastructure do not
provide the required data flexibility and visibility.
A major challenge for the drug development researcher is to overcome the syntactic and semantic
heterogeneity of data. The goal of this case is to develop a flexible and easily extendable
knowledge base containing protein-to-pathway-to-drug-to-disease-to-patient connections
generated from existing databases. This Pharmaceutical Drug Development Knowledge Base
8

DiMasi J. (2002) "The value of improving the productivity of the drug development process: faster times and better decisions".
Pharmacoeconomics. 20, Suppl 3: 1-10. PMID 12457421.
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(PDDKB) will be a precious resource in its own right, but even more valuable information resides
in the unstructured text documents of the scientific literature. The semantic annotation technology
developed in Task 7b.2 will be used to annotate relevant texts (life-sciences abstracts and full
publications) with respect to the PDDKB.
An important validation technique in this use-case will be retrospective validation: by cutting off
the available datasets at a given point in the past (e.g. the release date of an existing drug), we can
answer the question: “using LarKC technology, could we have answered a given set of questions
with the knowledge we had at the time”. We will strive to select such datasets, cut-off points and
question sets from real cases in the past where important aspects on drug safety were not spotted in
time.
Task 7b.1 Requirements Analysis and Data Collection
This task will review the WHO-IARC research processes and elicit requirements for new tools
based on the LarKC platform. Secondly, it will collect data for annotation in task 7b.2.
Task 7b.2 Semantic Annotation of Life-Science Texts
Scientific papers can be characterized according to, their authors, to the domain-specific
terminology that they contain their most salient terms, and to the other papers which they cite. If
we can capture these characteristics accurately we can draw pictures of how document subsets
cluster thematically, how their authors interrelate in a social network graph, which papers are most
heavily cited and what the trends are for different topics. Previous work on social network analysis
has defined metrics such as centrality and connectedness that perform well when applied to
accurate data; we can use information extraction to supply this data. Thus, we can produce a layer
of tailored services on top of existing publications databases like Medline, PubMed, ISI Web of
Science, Google Scholar and so on. These services can help with monograph theme discovery,
literature search and expert selection.
There is also an issue of granularity and coverage of the controlled vocabularies available; for
example MeSH does not cover occupational types or product categories. If we can index and
interlink according to a wider and/or finer-grained set of types we can make literature discovery
easier.
Task 7b.3 Carcinogenesis Research Tools
This task will facilitate the production of IARC monographs, and provide computational support
for multi-locus single nucleotide polymorphism (SNP) association studies.
Monograph production is a pipeline process with 3 principal stages:
Study area setup. It is necessary to identify the issues that have been studied in the area, for each
issue discover all the publications reporting relevant studies, amongst these publications determine
which are the most influential in the area, and who are the leading scientists in the set of authors.9
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Experts meeting. To improve ease of access to source documentation, an infrastructure
supporting this access should provide a shared Web-accessible repository for upload of papers and
notes relating to them, provide full-text search over the repository, and extract and hyperlink
terminology in the repository to facilitate visualisation and navigation.
Publication. The future electronic publication of the monograph series could benefit from
hypertextual interlinking and navigation facilities that expose both provenance and terminology by
9
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linking to web-accessible sources and taxonomic classification. Secondly, significant elements of
the data contained in the series could usefully be made available in a reusable form, e.g. for import
into databases or for generating web reports. 17
SNP Studies. The Genetic Epidemiology group at IARC believes that the next several years will
be a fundamental time in genetic epidemiology for the identification of complex disease genes.
Reasons for this include the availability of genome wide SNP scans and the increasing availability
of large population studies (containing data from thousands of individuals). This work will address
the execution of multi-locus genome wide association studies18. The techniques used for this type
of study are reasonably standard19 for single-locus studies and we can extrapolate methods for two
locus studies that are appropriate for discovery of genetic risk factors in the presence of epistasy.
The problem is that these methods are exceptionally expensive computationally and therefore will
need to make use of the LarKC infrastructure.20 21 22 23
WP8: Training, Dissemination, Community Building, Cross-Fertilisation
The general aim of this work package is to establish a worldwide focal point for academic and
industry parties interested in contributing to or taking advantage of the novel methodologies and
algorithms for integrating models of logical reasoning and Web search, which will emerge in the
project. In particular our activities will be targeted at:
• Informing the community of the state-of-the-art developments taking place in the field,
• Disseminating the project results in order to foster community building and to create an
impact on industry and research in Europe and worldwide,
• Providing training to the interested audience in the technologies employed throughout the
project.
Training
A first focus of the work packages is the provision of training events and materials. The LarKC
consortium will provide four types of training activities:
• Internal face-to-face training of case-study partners on topics which are relevant for the
successful operation of the case studies. This includes the delivery of background material
on topics such as reasoning, knowledge representation languages, semantic search,
information retrieval and programming models for distributed systems; focused training
based on hands-on sessions and practical exercises to facilitate the usage of semantic
technologies and tools (reasoning platforms, language-specific editors, validators, parsers
etc.), and structured delivery of the case study process descriptions (in terms of main
phases, phase transitions, data to be collected and measured in each phase, measurements
and measurement tools and suites etc). The latter is aimed at ensuring a sound operation of
the case studies and at easing the task of result collection.
• External training for interested parties regarding the technologies employed or developed
throughout the project. Particular attention will be paid to training events in Asian countries,
17

http://monographs.iarc.fr/ENG/Classification/crthgr01.php
http://gate.ac.uk/sale/bib/main.html - XEvans06ahttp://gate.ac.uk/sale/bib/main.html XWang05ahttp://gate.ac.uk/sale/bib/main.html - XHirschhorn05a
19
http://gate.ac.uk/sale/bib/main.html - XCristianini06ahttp://gate.ac.uk/sale/bib/main.html - XDurbin98a
20
http://www.pharmabioingredients.com/articles/2006/11/optimizing-drug-developmentstrategieshttp://www.accenture.com/NR/rdonlyres/08A0BBD6-6212-42D5-A5DE-2A7895A8F37A/0/hpdd.pdf
21
http://www.semantic-web.at/10.36.162.article.dr-susie-stephens-effective-data-integration-is-of-increasingimportance-within-the-life-s.htm
22
http://www.biowisdom.com/documents/File/DDT_Ontologies_and_Semantic_Integration.pdfhttp://www.topquadran
t.com/documents/TQ0303_Semantic Integration.PDF
23
http://www3.oup.co.uk/nar/database/c/http://www.iet.com/Projects/RKF/SME/methodologies-for-ontologydevelopment.pdf
18
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realized with the help of our Chinese and Korean partners. Their participation in the project
opens new opportunities for the European reasoning and search community to outreach
their technology towards two of the most rapidly evolving IT sectors worldwide. Further
external training will be provided in the context of existing European summer schools such
as the Semantic Web Summer School (SSSW) and the Reasoning Web Summer School.
We will contribute to the organization of at least one summer school during the project
runtime - in terms of tutors and teaching materials - in order to educate the young research
community on the novel ideas and technologies emerging in LarKC project; and to
establish the continuity of the research initiated in the project beyond its boundaries. An
important part of the external training will also be to train potential beneficiaries of the
LarKC platform on how to use it and to register and plug-in additional custom modules. In
order to improve the quality of the materials documenting the usage and the further
development of the platform the project Web site will contain a dedicated discussion forum
for users to provide feedback on the quality of the documents delivered.
Complementary to the summer school activity, a PhD programme allowing for research
exchange and cooperation among the young scientists involved in LarKC and for crosssupervision of PhD theses. The PhD programme also foresees joint PhD seminars
organized on a yearly basis as an instrument to monitor the progress of the research
conducted and to foster synergies among young researchers. The academic members of the
LarKC consortium are commited to ensure the sustainability of this programme beyond the
boundaries of the project. Through STI International and its long-term networking and
project clustering activities the consortium will have the opportunity to collaborate with
further universities in the field to establish the PhD programme on a larger basis across
Europe.

As many of the consortium members have long-time experience in related projects, much of the
background content will be gained through external affiliations while being customized and
extended to optimize its applicability to the scope of the project and its case study partners. In this
way valuable project resources are not consumed with obtaining permissions regarding the reuse
of external resources, while the quality and accuracy of the training materials and the overall
training offer in the field increases at European level through their extended usage. Some
examples include the FP6 Networks of Excellence Knowledge Web and REWERSE (and the
European Association for Semantic Web Education EASE established within these projects), and
the IP projects SEKT and SUPER. For the implementation of the PhD programme, we will make
use of the organizational structures provided by STI, which ensures the sustainability of several
meanwhile established series of education events relevant for doctoral studies in the European
Semantic Web academic community. The most important events in this context are the Semantic
Web Summer School and the ESWC PhD symposium, both initiated within the Knowledge Web
Network of Excellence. STI guarantees the organization of such events beyond project boundaries
and can provide professional support for further events relevant for the LarKC PhD programme.
Dissemination, community building and fertilization
A second focus of WP8 is the dissemination of the project results supported by community
building and cross-fertilization activities.
Both the industrial and the academic partners will play active roles in dissemination. For the
industrial partners, the case studies will form a key part of the dissemination activity. For the
academic partners, consultancy to business and contractual research and development will be a
significant part of dissemination, besides the normal channels of publications, conference papers,
workshop organization, and educational courses at university sites. Again particular attention will
be paid to ensure the visibility of the project key results in China and Korea, through events
organized with the participation of the Asian partners.
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Part of these activities will be undertaken within STI International. Following up ESSI the
association is the main organizer of the major scientific and industry-related events with a
Semantic Web focus in Europe and Asia: ESWC/ESTC, BIS, ASWC. In the context of these
conferences STI will support the LarKC partners in realizing workshops and tutorials, as well as
industry days (see below) in the scope of these conferences.
The dissemination programme foresees a multi-channel dissemination approach. First, the project
outcomes will be disseminated by use of publicly available channels – such as workshop,
conference, magazine, and journal publications. These will be aimed at sharing the results of
the project with the scientific community, particularly the European, but also the Asian scientific
community, to encourage their incorporation into the work of other scientists and technologists.
Complementing this, there will be a programme of papers and articles in the IT and general
business literature, and presentations at IT and business seminars and conferences (e.g.
LangTech, KM Europe, CeBIT or Systems for telecommunication and IT, Discovery Knowledge
Informatics for pharmaceuticals industry) particularly targeted at the European Union and
associated countries. We envisage that the innovative technology required for building the LarKC,
and the resulting open platform for reasoning and search, will be of great interest to both SMEs
and large businesses alike.
We will put a special focus on demonstration activities in different forums (including projects
related to STI) of the possibilities that the newly developed technologies will offer. Target
audience will be relevant industry and research actors whose main focus is the development of
Semantic Web technology, new scalable reasoning paradigms and their combination with
information retrieval. The participation of Asian partners will provide an additional, global
dimension to our dissemination programme, in particular with a focus on the Korean
telecommunication sector. Taking advantage of its worldwide unique information infrastructure,
with a domestic market of 35 million Internet subscribers, 40 million cellular phone users and
advanced ubiquitous information services available for daily business, Saltlux can provide current
research and technological solutions developed by the LarKC partners an ideal environment for
demonstrating their real added value in the resolution of various problems of current IT systems
for telecommunications. We will exploit these opportunities by organizing an industry day with a
large participation of major players in this area whose main focus will be on the presentation of the
case study-driven prototypes developed in the project. A second industry day will be organized
under the umbrella of WHO for the presentation of the achievements of the life sciences case
studies. Further on, we will investigate the application of LarKC technology in the financial sector
through collaborating with the EU FP6 project MUSING, in which UIBK and USFD are involved.
This will result in the organization of a third industry day for this sector with the participation of
MUSING partners: European Business Register, Creditreform and Numerica.
LarKC will initiate a cross-project cluster on Web scalability within STI, in which several related
project of the current and future EU FP have already showed interest to contribute to: the FP6
STREP TripCom, the FP7 IP SOA4ALL, the FP7 IP OKKAM, and the FP7 SA Service Web 3.0.
These projects share the overall goal of developing new approaches for realizing scalable systems
at Web level using Semantic Web and Semantic Web Services technology and will benefit from
the support provided by STI through its road mapping, standardization, and commercialization and
education services.
The project will set up and maintain an external Web site, which will function as a project
dissemination tool, as a training portal and as a server demonstrating some of the project results.
The Web site will be based on a content management system, so that project participants and
interested users can register and be notified when new deliverables or software become available.
Within the limitations imposed by appropriate protection of intellectual property, all major
scientific results of this project will be made available to the research community, whilst the
platform will be published as open source project to facilitate take-up.
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LarKC will create a Researcher Early Access Group that will be open to participation to
scientists working in related fields. Members of this group will get early access to project
infrastructure and will be invited to experiment with plug-ins on the collider. This will both verify
the generality of the plug-in interfaces and encourage take-up of the project results.
We estimate that the Early Access Group will have a number of 10 to 20 scientists from each
related field. In case of a smaller number, dissemination channels (e.g. workshops, conferences,
etc.) and communication channels (mailing lists) will be used to advertise LarKC in the related
fields and get scientists from these fields involved in the experiments. In case of a larger number,
scientists with most challenging scenarios and already developed plugins will have priority on the
Collider. However, already incoming enquiries of interest to participate in the EAG from different
universities in Europe let us be confident that this situation will not occur.
The scientific communities that will be targeted by our inter-disciplinary community building
efforts are very diverse and hitherto largely independent of each other: cognitive systems, Web
intelligence, Semantic Web and knowledge technologies, machine learning, multi-agent systems,
information and game theory. One way we plan to promote cross-fertilization will be through
inter-disciplinary workshops, organized alongside major conferences in the respective research
fields. The LarKC partners representing each of these diverse research areas will be responsible to
promote the project results within the respective communities: i). Ning Zhong for the Web
Intelligence community, through his participation in the Web Intelligence Consortium, ii). MPG
for the cognitive research community, iii). UIBK and VUA for the Semantic Web and knowledge
technology community, through their extensive involvement as organizers of all major
conferences etc. In this respect LarKC partners are already involved in the organization of
scientific workshops on topics which are integral part of this proposal: Frank van Harmelen
(VUA), Dieter Fensel (UIBK) and Ning Zhong (WICI) are currently organizing a workshop on
“New forms of reasoning for the Semantic Web: scaleable, tolerant and dynamic” at the 6th
International Semantic Web Conference ISWC 2007 in November 2007 in Korea, as well as a
workshop on “New Computing Paradigms for Web Intelligence meets Brain Informatics” at the
IEEE/WIC/ACM International Conferences on WI/IAT in November 2007 in the US.
WP9: Exploitation and standardisation
Realizing the vision of LarKC together with the ones of the three use cases will have significant
socio-economic impact. Standardization of such an architecture and exploitation of knowledge and
technical results (and related IPR) is covered in this work package.
Exploitation
The three case studies and the industrial partners will drive the exploitation. Their task is to extend
the research activities by promoting and supporting the exploitation of the results along with takeup activities related to the perspective applications. A part of the project results will be made
available as open source and the open source exploitation strategy will describe how to leverage
the potential of such an open source initiative.
The pillars of LarKC exploitation strategy are: tracking important technical and commercial
developments in both information retrieval and reasoning; analyzing the market sector(s) where
the results can be sold or licensed; analyzing relevant market segments within the previously
identified wider market sectors; identifying the results of LarKC that are exploitable: particularly
the framework, some of the plug-ins and the innovative applications developed within the use
cases; and identifying the appropriate distribution channels (including open source community) to
exploit the different results of the project.
The major outcome of this work package will be the LarKC Exploitation Plan, which will include
a list of opportunities that arise from LarKC scientific and technical achievements and a detailed
analysis of benefit and impact for the LarKC consortium as a whole as well as for the results of
individual participants. The exploitation plan will also describe plans for ensuring availability of
the LarKC platform after the completion of the project. The prestige of both the industrial partners
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and the use case partners makes the LarKC Consortium a large international partnership that spans
world wide from USA (i.e. Cycorp Europe's parent company Cycorp, Inc) to Asia (i.e. Saltlux).
The high impact on operational and commercial of the project makes the LarKC potential market a
big scenario where promoting the take up of the solution developed.
IPR strategy
The partners agree to respect their individual Intellectual Property Rights. In general, the
consortium will seek to maximize the protection of the intellectual property generated by LarKC
for individual, joint and European advantage, to be negotiated in the consortium contract. The
partners will carefully consider the appropriate vehicle for protection of intellectual property rights
on a case-by-case basis. Access rights will be granted in accordance with the contract and the
consortium agreement. Access rights to pre-existing know-how from other partners will be
specified in the Consortium Agreement. Appropriate additional provisions will be made for access
to software. In general, access to know-how required to complete the project is royalty-free and
access to software is to object code unless access to source code is specifically required.
Concerning the knowledge/results of the project the LarKC consortium agrees with the basic EC
regulation concerning the participation in FP7 and the exploitation of research results: a participant
who carries out work that generates knowledge or concrete results will own this
knowledge/results. The knowledge capable of industrial or commercial application produced
within the LarKC project will be adequately protected by patents or similar instruments.
Standardization
LarKC will actively participate in appropriate standards bodies, specifically the W3C and/or
OASIS. Such participation is twofold; on the one hand to ensure that established and emerging
standards are taken into account appropriately in the LarKC project and, on the other hand, to seek
to influence standardization bodies for LarKC (and hence European) advantage.
The LarKC consortium plans to participate in:
• W3C Uncertainty Reasoning for the World Wide Web Incubator Group, because a large
portion of LarKC component research deals with noisy and inconsistent data.
• W3C Rule Interchange Format Working Group, because LarKC can contribute with
experience of constraints that may appear in conceiving its open architecture.
• W3C Semantic Web Deployment Working Group, because LarKC can contribute with
information about activities carried on within the Real Time City use case.
• W3C Semantic Web for Health Care and Life Sciences Deployment Working Group,
because LarKC can contribute with knowledge from activities carried on within the two life
science related use cases.
• OASIS by establishing a new Technical Committee for standardizing the LarKC open
architecture, the interfaces of the components and their execution semantics.
STI will support LarKC, as well as the projects joining the same thematic cluster in their
standardization efforts. Major impact on an international scale can only be achieved if several
projects cooperate on a common infrastructure and have appropriate means to ensure the durability
of these results based to the next generation of projects. STI provides a legal framework for these
working groups, organize telephone-conferences, provide document storage and act as a
coordinating body between the different projects. Examples for these working groups are the
already established initiatives for WSMO, WSML, and WSMX which allow various projects to
contribute to a joined set of architectural specifications. Results of these working groups are
provided as standard proposals to W3C, initiate working groups in W3C (such as SAWSDL), or
generate task forces in OASIS (such as SEE). Complementary to these organizations STI will
enable its members to have a coordinated and visible voice in such bodies.
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WP10 Administrative and financial management
The management work package ensures:
• That the project remains on course,
• That it is effectively and correctly managed financially,
• That its progress and status are efficiently and effectively monitored,
• That the required reporting is prepared and delivered in a timely manner,
• That all quality aspects of the project are fully and correctly addressed,
• That support for the infrastructure supporting the web-based facilities to be used for
dissemination and central intra-project communication and cooperation is provided.
The project management will entail strategically, project-wide as well as day-to-day central
management and coordination activities. The several different management boards which will be
established in the consortium will be responsible for decisions and activities of different scope and
level according to their function.
The project management has to ensure that the following tasks are managed efficiently and withy
success:
• Preparation and maintenance of project quality plans,
• Preparation and maintenance of project personnel and finance plans,
• Coordination and maintenance of the facilities established for intra-project communication,
• Development and maintenance of the website and its content management applications,
• Coordination of the development and delivery of project reporting, both internally to the
project and externally to the Commission.
Overall assessment of progress within the project and of the achievement of results will be
managed by the hierarchical organizational management structure and its corresponding
hierarchical reporting and control structures. Each work package will maintain, monitor and
control its internal project plan, specifying its deliverables, tasks and milestones; these are to be
reported on a regular basis to the Project management Board, and reviewed within the Technical
Project Management Board. In this manner, progress and results within the work packages will be
centrally monitored and compared against the overall objectives of the project. Moreover,
interdependencies between work packages, and the impact of deviations in a work package, for
example, can be centrally assessed and appropriate action can be taken, including a referral to the
Executive Project Management Board where necessary.
For a more detailed description of management structure and procedures, see section 2.1.
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